Pre-compiled header files proposal
Feature description

During indexing process, most include files are referenced many times from various translation units. Each time scanning process is repeated for these files. I propose to speed up inclusion process by using “precompiled” includes. 

In brief, code changes will look like follows:
· Special “mirror directory” is created. By default: “${ECLIPSE_HOME}/configuration/.mirror” It’s up to user to change its location (for example, to fastest disk or to bigger partition).
· When include file is to be accessed, first we’ll search for corresponding name in the mirror directory. If file is absent, or mirror file is older than original file, inclusion will be processed in usual way. 

· Else we’ll treat “mirror” file as precompiled. We’ll create CodeReader object for it, just like for usual source file. BaseScanner.fetchToken() method is to be rewritten in Scanner2 class, to be able to extract tokens from “mirror” file.
· Structure of “mirror” file (see details below) will allow to extract tokens quickly, to avoid spending time for char-by-char analyze.

Advantages
The main advantage can be obtained from simplification of scanning process. From another side, sophisticated preprocessor directives are supported as usual.  

Another gain: currently, BaseScanner.findAndPushInclusion() method tries to open given include file in each directory contained in INCLUDE_PATH. Several file operations can be eliminated now.
Disadvantages
Additional disk space is required to store mirror files. But, its size is not too large.
Additional time is required to create mirror files. But, standard includes are not changed usually, so mirror creation in required only once.

Relation to PDOM 
PDOM has been introduced recently as a future for CDT indexing. It seems like current proposal is not actual now, since PDOM database plays the same role as mirror files in our case.
But (as it was mentioned by Doug) PDOM assumes that header files always produce the same AST nodes. It is not always true, but most users will prefer performance at the price of full DOM relevance. For remaining developers, who want index to be absolutely full & correct, may be old indexing procedure can be preserved. In this case, proposed feature may be useful.
Appendix A. Structure of mirror file

First, mirror file should keep link to original file (with its full path). It’s required to compare timestamps of these 2 files. This info should be skipped before fetchToken() call.

Further data will contain fields which keep all info to create ImagedToken object:

· type (byte)

· lineNumber (int)

· offset (int)

· image size (int)

· image ( char[] ) – only when required

Since sophisticated lexical analyze is not required in this case, this data can be processed faster than original include text. 

Except tokens themselves, preprocessor directives will be stored in the same format:

· #include directive – with include file name instead of “image”.

· #ifdef / #ifndef / #if / #elif – with condition text instead of “image”.

· #endif – without additional data

· #define – with macro text instead of “image”.

Appendix B. Preferences related to this feature
On “C/C++ indexer” preferences page, the following settings are to be added:

· Headers mirroring feature: ENABLED | DISABLED

· Mirror directory: “${ECLIPSE_HOME}/configuration/.mirror” or custom one.

· Mirror files creation: On the fly | By demand

· Files involved: All headers | From exact directory(ies) 

